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                  EDO UNIVERSITY IYAMHO    

                  Department of Computer Science     
 CMP 212: Operating System I 
 

 

Instructor: Mr. John Temitope Ogbiti, email: ogbiti.john@edouniversity.edu.ng 

Lectures: Monday   8am – 10am, CLT2, phone: (+234) 8034883386 

Office hours: Thursday, 8am to 4pm , Office: FOS Rm 2 

 

General overview of lecture: The course introduces some fundamental concepts: definition, 

generation and history of Operating Systems, Know the different types of operating systems. 

Know the structure, functions, and philosophy of operating systems. Understand interposes 

communication. Know various scheduling techniques. Understand interrupt and masking traps. 

Understand Operating system nucleus (Kernel). Know the different operation system commands 

and operating system architecture. 

 

Prerequisites: Students should have passed CSC111: Introduction to Computer Science.  

 

Learning outcomes: To provide a grand tour of the major operating systems components, to 

provide coverage of basic computer system organization. Maximum CPU utilization obtained 

with multiprogramming. CPU–I/O burst cycle. Process execution consists of a cycle of CPU 

execution and I/O wait 

Assignments: We expect to have 3 individual homework assignments throughout the course in 

addition to a Mid-Term Test and a Final Exam. Home works are due at the beginning of the class 

on the due date. Home works are organized and structured as preparation for the midterm and 

final exam, and are meant to be a studying material for both exams.  There will be projects for   

the students experience with different Operating System.  

 

Grading: We will assign 10% of this class grade to home works, 10% for the Operating System 

projects, 10% for the mid-term test and 70% for the final exam. The Final exam is 

comprehensive. 

 

Textbook: The recommended textbook for the class are:  

Title: Operating System Concepts  

Authors: Avi Silberschatz, Peter Baer Galvin, Greg Gagne 

Publisher: 9
th

 Edition, John Wiley & Sons, Inc  

ISBN-0471-69466-5 

Year: 2014 

 

 

http://www.cs.yale.edu/homes/avi
http://www.petergalvin.info/
http://people.westminstercollege.edu/faculty/ggagne
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Title: Operating Systems, 3
rd

  

Authors: H M Dietel, P J Dietel and D R Choffnes  

Publisher: Prentice Hall publishers 

ISBN: 1-558600-69 

Year: 2015 

 

 

Lectures: Below is a description of the contents. We may change the order to accommodate the 

materials you need for the projects.  

 

History of Operating System 

The story of Windows begins with a very different operating system, developed by Microsoft for 

the first IBM personal computer and referred to as MS-DOS or PC-DOS. The initial version, 

DOS 1.0, was released in August 1981. It consisted of 4000 lines of assembly language source 

code and ran in 8 Kbytes of memory using the Intel 8086 microprocessor. 

When IBM developed a hard disk-based personal computer, the PC XT, Microsoft developed 

DOS 2.0, released in 1983. It contained support for the hard disk and provided for hierarchical 

directories. Heretofore, a disk could contain only one directory of files, supporting a maximum 

of 64 files. While this was adequate in the era of floppy disks, it was too limited for a hard disk, 

and the single-directory restriction was too clumsy. This new release allowed directories to 

contain subdirectories as well as files. The new release also contained a richer set of commands 

embedded in the operating system to provide functions that had to be performed by external 

programs provided as utilities with release 1. Among the capabilities added were several UNIX-

like features, such as I/O redirection, which is the ability to change the input or output identity 

for a given application, and background printing. The memory-resident portion grew to 24 

Kbytes. 

The first version of Windows NT (3.1) was released in 1993, with the same GUI as Windows 

3.1, another Microsoft operating system (the follow-on to Windows 3.0). However, NT 3.1 was a 

new 32-bit operating system with the ability to support older DOS and Windows applications as 

well as provide OS/2 support. 

After several versions of NT 3.x, Microsoft released NT 4.0. NT 4.0 has essentially the same 

internal architecture as 3.x. The most notable external change is that NT 4.0 provides the same 
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user interface as Windows 95. The major architectural change is that several graphics 

components that ran in user mode as part of the Win32 subsystem in 3.x have been moved into 

the Windows NT Executive, which runs in kernel mode. The benefit of this change is to speed up 

the operation of these important functions. The potential drawback is that these graphics 

functions now have access to low-level system services, which could impact the reliability of the 

operating system. 

In 2000, Microsoft introduced the next major upgrade, now called Windows 2000. Again, the 

underlying Executive and kernel architecture is fundamentally the same as in NT 4.0, but new 

features have been added. The emphasis in Windows 2000 is the addition of services and 

functions to support distributed processing. The central element of Windows 2000's new features 

is Active Directory, which is a distributed directory service able to map names of arbitrary 

objects to any kind of information about those objects. 

One final general point to make about Windows 2000 is the distinction between Windows 2000 

Server and Windows 2000 desktop. In essence, the kernel and executive architecture and 

services remain the same, but Server includes some services required to use as a network server. 

In 2001, the latest desktop version of Windows was released, known as Windows XP. Both 

home PC and business workstation versions of XP are offered. Also in 2001, a 64-bit version of 

XP was introduced. In 2003, Microsoft introduced a new server version, known as Windows 

Server 2003; both 32-bit and 64 bit versions are available. The 64-bit versions of XP and Server 

2003 are designed specifically for the 64-bit Intel Itanium hardware. 

What is an Operating System?  

An Operating System (OS) can be defined as a set of computer programs that manage the 

hardware and software resources of a computer. It is the core of compute programming that 
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primarily deals with computer architecture. Operating system is basically an application program 

that serves as an interface to coordinate different resources of computer. An operating system 

processes raw system and user input and responds by allocating and managing tasks and internal 

system resources as a service to users and programs of the system.   

SOFTWARE COMPOINENTS 

Software is a set of instructions that operate a computer, manipulate the data and execute 

particular functions or tasks. In other words, it is a programs, routines, and symbolic languages 

that control the function of the hardware.  

For software (the instructions) to perform various functions, it must be programmed. That is, the 

instructions need to be written in a programming language that the computer can understand. 

Without a program, a computer is useless. 

Computer program is a sequence of instructions that can be executed by a computer to carry out 

a process. 

There are two kinds of software, systems software and applications software. 

 

[1] Applications Software: Applications software includes programs that user access to 

carry out work. They include applications for the following functions. 

 Word processing is the most common applications software. The great advantage 

of word processing over using a typewriter is that you can make changes without 

retyping the entire document. Word processors make it easy to manipulate and 

format documents. Example of word processing software is Microsoft Office 

Word, Microsoft Works Word, Open Office Word, etc. 

 Spreadsheets are computer programs that let people electronically create and 

manipulate spreadsheets (tables of values arranged in rows and columns with 

predefined relationships to each other). Spreadsheets are used for mathematical 

calculations such as accounts, budgets, statistics and so on. Example; Microsoft 

Excel, Lotus 1, 2, 3, and SPSS.  

 Database management applications are computer programs that let people create 

and manipulate data in a database. A database is a collection of related 

information that can be manipulated and used to sort information, conduct 

statistical analyses or generate reports. Example is Microsoft Access, Microsoft 

SQL, MySQL and Oracle database. 

 Presentation packages and graphics are computer programs that enable users to 

create highly stylized images for slide presentations and reports. They can also be 

used to produce various types of charts and graphs. Many software applications 

include graphics components including: paint programs, desktop publishing 

applications and so on. Example is Microsoft PowerPoint. 

 Communications applications typically include software to enable people to send 

faxes and emails and dial into other computers.  
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[2] Systems Software: includes the operating system and all the utilities that enable the 

computer to function. The most important program that runs on a computer is the 

operating system. Every general-purpose computer must have an operating system in 

order to run other programs. This includes controlling functions such as the coordination 

of the hardware and applications software, allocating storage facilities, controlling the 

input and output devices and managing time sharing for linked or networked computers. 

 

FUNCTIONS OF AN OPERATING SYSTEM 

• Booting of Computer: This is the first process which takes place the moment the 

computer's electrical switch is put on. During this process all the peripherals connected to 

the computer are checked and validated; at the end of the validation process, the OS 

signals the user to begin working on the computer. 

• Providing User Interface: The OS provides an interface for the user, either as a 

command line interface or as a graphical user interface. This enables the user to 

communicate with the computer. 

• Managing the Hardware: OS controls and manages hardware resources. For example, 

OS manages the selection and operation of devices used for input, output and storage. In 

other words the OS serves as the intermediary between programs and hardware. 

• Managing the File System: The operating system groups’ data together into -logical 

compartments for storage on disk. These groups of data are called files. The computer 

stores information in files. Files may contain program instructions or data created or used 

by a program. The OS maintains the list of files on a disk. 

• Supporting Programs: Another major function of an OS is to provide services to other 

programs. Often these services are similar to those that the OS provides directly to users. 

For example when you want your word- processing program to retrieve a document, the 

word processor will list the files in the directory that you specify. 

• Some of the other services that an OS provides to programs are: 

 saving files to disk reading them from disk into memory 

 checking available disk or memory space 

 allocating memory to hold data for a program 

 

CATEGORIES OF AN OPERATING SYSTEM 

1. Multitasking the Operating System/Multi Programming: This is an OS that is able to 

run more than one program task per operation time. There are two types of multitasking 

operating systems cooperative and preemptive. 

• Cooperative Multitasking: This requires cooperation between the OS and 

application programs. In this case the programs are written in such a way that they 

periodically check with the OS to see whether any other program needs the CPU. 

If a program needs the CPU, they relinquish control of the CPU to the next 
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program. Cooperative multitasking is common with Macintosh OS and DOS 

computers running Microsoft Windows. 

• Preemptive Multitasking: Under this scheme, the OS maintain a list of processes 

(programs) that are running. Each process on the list is assigned a priority by the 

OS when it is started. At any time, the OS can intervene and modify the priority 

list. The OS also retains control of the amount of time that it spends with any 

process before going to the next process. UNIX, OS/2 and Windows NT employ 

preemptive multitasking. 

2. Multi-user Operating Systems: A multi-user OS allows more than a single user access 

to a computer at the same time. Of course, to accomplish this, a multi-user OS must also 

be capable of multitasking. Only UNIX OS and Windows NT are capable of supporting 

multiple users. UNIX provides three ways to let people use the same PC at the same time. 

• The first way to connect to a PC running UNIX is from  another computer 

with a modem. The remote user can  log in  and run programs, list files, send e-

mails read the news and  otherwise do everything they could do if they were 

physically in front of the UNIX computer. 

• The second way to connect to a UNIX computer is by  attaching terminals to 

the PC. Terminals are inexpensive  devices that consist of  a keyboard, 

and a monitor. 

• The third way to tap into a UNIX computer multi-user  capabilities is with a 

network. 

3. Multiprocessing Operating Systems: A special type of OS is required to use a computer 

equipped with more than one CPU. In other words, multiprocessing requires an OS 

capable of using and managing a series of CPUs. There are two types: 

• With asymmetrical multiprocessing one main CPU retains the overall control of 

the computer as well as that of the other microprocessor. 

•  On the other hand in symmetrical multiprocessing there is no single controlling 

CPU. This arrangement provides a linear increase in system capacity for each 

processor added to the system. 

• Some extensions of UNIX supports asymmetric multiprocessing while Windows 

NT supports symmetric multiprocessing. 

 

TYPES OF OPERATING SYSTEMS 

1. DOS (Disk Operating System): MS-DOS used to be the most common and most popular of 

all the PC operating systems. The reason for its popularity then is because of the 

overwhelming volume of available software and large installation of Intel-based PCs. DOS 

runs on any of the Intel microprocessor. DOS functions through the command–line interface 

i.e. DOS functions by commands. 

2. Microsoft Windows: Microsoft Windows is a version of DOS. It was released in 1987. 

Microsoft Windows can run standard DOS programs either in a window within the Graphic 
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Use Interface (GUI) or on a full-screen. To take full advantage of the Microsoft environment 

you need programs written for Microsoft Windows. 

3. Operating Systems 2 (OS/2): 1BM and Microsoft teamed up to develop the Operating 

System 2(OS/2) to take full advantage of the multitasking capabilities of the newly 

introduced Intel 80286 microprocessor. OS/2 like DOS has a character–based command-line 

mode, but unlike DOS, the command interpreter is a separate program from the OS kernel 

and is only involved when you click on the OS/2. OS/2 runs only on Intel 80286 and later 

Intel processors.  

4. The Macintosh OS: The Macintosh OS is a purely graphic machine. In fact there is no 

equipment of a command-line interface available for it. Its tight integration of OS, GUI and 

desktop make it desirable for people who do not want to deal with a command-line interface. 

The Macintosh OS only runs on Macintosh machine. The Macintosh OS has an additional 

network protocol built into it and is ideal for desktop publishing. Installing and configuring a 

Macintosh with new hardware device is simple. 

5. UNIX: UNIX is the first OS that runs on many different types of computers. It runs on Cray 

supercomputers, PCs, and everything in between including mainframes and minicomputers. 

UNIX is older than all the other PC operating systems and in many ways served as a model 

for them. UNIX is based on a simple idea-small is better. Every command and program that 

makes up the OS is designed to do a simple very specific task and do it well. UNIX is an 

extremely robust and capable OS that utilizes command –line and there are so many 

commands. 

6. Microsoft Windows NT: Microsoft Windows NT is a new OS designed from scratch for the 

most modern and capable machines available. Microsoft Windows NT offers built-in features 

that no other PC OS has – with the possible exception of UNIX. In addition to the traditional 

UNIX features of strict system security, built-in networking, built-in communications and 

electronic mail services development and system administration tools, and a GUI. Microsoft 

Windows NT can run Microsoft Windows applications and many UNIX applications, 

directly. Like OS/2 it is a 32-bit OS that can use 386, 486 and Pentium processors Microsoft 

Windows NT is multitasking and purely graphical OS with network software to make a 

network client or server. It is single- user and allows access to command line interface of the 

DOS unlike the Macintosh. 

 

Interrupts 
Interrupts alter a program’s flow of control Behavior is similar to a procedure call 

» Some significant differences between the two 

Interrupt causes transfer of control to an interrupt service routine (ISR) 

» ISR is also called a handler 

When  the ISR is completed, the original program resumes execution 

Interrupts provide an efficient way to handle unanticipated events 
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Computer System Structure 

Computer system can be divided into four components 

o Hardware – provides basic computing resources 

 CPU, memory, I/O devices 

o Operating system 

 Controls and coordinates use of hardware among various applications and 

users 

o Application programs – define the ways in which the system resources are used 

to solve the computing problems of the users 

 Word processors, compilers, web browsers, database systems, video 

games 

o Users 

 People, machines, other computers 

 

 

 

 

 

 

 

Four Components of a Computer System 

 
 

Operating System Definition 

 OS is a resource allocator 

o Manages all resources 

o Decides between conflicting requests for efficient and fair resource use 

 OS is a control program 

o Controls execution of programs to prevent errors and improper use of the 

computer 

 No universally accepted definition 

 “Everything a vendor ships when you order an operating system” is good approximation 

o But varies wildly 
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 “The one program running at all times on the computer” is the kernel.  Everything else 

is either a system program (ships with the operating system) or an application program 

 

Computer Startup 

 bootstrap program is loaded at power-up or reboot 

o Typically stored in ROM or EPROM, generally known as firmware 

o Initializes all aspects of system 

o Loads operating system kernel and starts execution 

 

Computer System Organization 

 Computer-system operation 

o One or more CPUs, device controllers connect through common bus providing 

access to shared memory 

o Concurrent execution of CPUs and devices competing for memory cycles 

 

 
 

Computer-System Operation 

 

 I/O devices and the CPU can execute concurrently. 

 Each device controller is in charge of a particular device type. 

 Each device controller has a local buffer. 

 CPU moves data from/to main memory to/from local buffers 

 I/O is from the device to local buffer of controller. 

 Device controller informs CPU that it has finished its operation by causing an interrupt. 

Common Functions of Interrupts 

 Interrupt transfers control to the interrupt service routine generally, through the interrupt 

vector, which contains the addresses of all the service routines. 

 Interrupt architecture must save the address of the interrupted instruction. 

 Incoming interrupts are disabled while another interrupt is being processed to prevent a 

lost interrupt. 
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 A trap is a software-generated interrupt caused either by an error or a user request. 

 An operating system is interrupt driven. 

Interrupt Handling 

 The operating system preserves the state of the CPU by storing registers and the 

program counter. 

 Determines which type of interrupt has occurred: 

o polling 

o vectored interrupt system 

 Separate segments of code determine what action should be taken for each type of 

interrupt 

 

 

 

 

 

Interrupt Timeline 

 

 
 

I/O Structure 

 

 After I/O starts, control returns to user program only upon I/O completion. 

o Wait instruction idles the CPU until the next interrupt 

o Wait loop (contention for memory access). 

o At most one I/O request is outstanding at a time, no simultaneous I/O processing. 

 After I/O starts, control returns to user program without waiting for I/O completion. 

o System call – request to the operating system to allow user to wait for I/O 

completion. 

o Device-status table contains entry for each I/O device indicating its type, 

address, and state. 

o Operating system indexes into I/O device table to determine device status and to 

modify table entry to include interrupt. 

Two I/O Methods 

Synchronous     Asynchronous 
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Device-Status Table 

 

 
 

Direct Memory Access Structure 

 

 Used for high-speed I/O devices able to transmit information at close to memory speeds. 

 Device controller transfers blocks of data from buffer storage directly to main memory 

without CPU intervention. 

 Only one interrupt is generated per block, rather than the one interrupt per byte. 

 

Storage Structure 

Main memory – only large storage media that the CPU can access directly. 

Secondary storage – extension of main memory that provides large nonvolatile storage 

capacity. 

Magnetic disks – rigid metal or glass platters covered with magnetic recording material  

Disk surface is logically divided into tracks, which are subdivided into sectors. 

The disk controller determines the logical interaction between the device and the 

computer.  

Storage Hierarchy 
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 Storage systems organized in hierarchy. 

o Speed 

o Cost 

o Volatility 

 Caching – copying information into faster storage system; main memory can be viewed 

as a last cache for secondary storage. 

 

 

 

 

 

 

Storage-Device Hierarchy 

 
 

Caching 

 Important principle, performed at many levels in a computer (in hardware, operating 

system, software) 

 Information in use copied from slower to faster storage temporarily 

 Faster storage (cache) checked first to determine if information is there 

o If it is, information used directly from the cache (fast) 

o If not, data copied to cache and used there 

 Cache smaller than storage being cached 

o Cache management important design problem 

o Cache size and replacement policy 

 

Migration of Integer A from Disk to Register 

 Multitasking environments must be careful to use most recent value, no matter where it 

is stored in the storage hierarchy 
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 Multiprocessor environment must provide cache coherency in hardware such that all 

CPUs have the most recent value in their cache 

 Distributed environment situation even more complex 

o Several copies of a datum can exist 

o Various solutions covered  

 

 

 

 

 

Operating System Structure 
 

 Multiprogramming needed for efficiency 

o Single user cannot keep CPU and I/O devices busy at all times 

o Multiprogramming organizes jobs (code and data) so CPU always has one to 

execute 

o A subset of total jobs in system is kept in memory 

o One job selected and run via job scheduling 

o When it has to wait (for I/O for example), OS switches to another job 

 Timesharing (multitasking) is logical extension in which CPU switches jobs so 

frequently that users can interact with each job while it is running, creating interactive 

computing 

o Response time should be < 1 second 

o Each user has at least one program executing in memory process 

o If several jobs ready to run at the same time  CPU scheduling 

o If processes don’t fit in memory, swapping moves them in and out to run 

o Virtual memory allows execution of processes not completely in memory 

 

 

Memory Layout for Multiprogrammed System 
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Operating-System Operations 

 Interrupt driven by hardware 

 Software error or request creates exception or trap 

o Division by zero, request for operating system service 

 Other process problems include infinite loop, processes modifying each other or the 

operating system 

 Dual-mode operation allows OS to protect itself and other system components 

o User mode and kernel mode  

o Mode bit provided by hardware 

 Provides ability to distinguish when system is running user code or kernel 

code 

 Some instructions designated as privileged, only executable in kernel 

mode 

 System call changes mode to kernel, return from call resets it to user 

 

 

 

Transition from User to Kernel Mode 

 Timer to prevent infinite loop / process hogging resources 

o Set interrupt after specific period 

o Operating system decrements counter 

o When counter zero generate an interrupt 

o Set up before scheduling process to regain control or terminate program that 

exceeds allotted time 
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Process Management 

 A process is a program in execution. It is a unit of work within the system. Program is a 

passive entity, process is an active entity. 

 Process needs resources to accomplish its task 

o CPU, memory, I/O, files 

o Initialization data 

 Process termination requires reclaim of any reusable resources 

 Single-threaded process has one program counter specifying location of next 

instruction to execute 

o Process executes instructions sequentially, one at a time, until completion 

 Multi-threaded process has one program counter per thread 

 Typically system has many processes, some user, some operating system running 

concurrently on one or more CPUs 

o Concurrency by multiplexing the CPUs among the processes / threads 

 

Process Management Activities 

The operating system is responsible for the following activities in  connection with process 

management: 

 Creating and deleting both user and system processes 

 Suspending and resuming processes 

 Providing mechanisms for process synchronization 

 Providing mechanisms for process communication 

 Providing mechanisms for deadlock handling 

Memory Management 

 All data in memory before and after processing 

 All instructions in memory in order to execute 

 Memory management determines what is in memory when 

o Optimizing CPU utilization and computer response to users 

 Memory management activities 

o Keeping track of which parts of memory are currently being used and by whom 

o Deciding which processes (or parts thereof) and data to move into and out of 

memory 

o Allocating and deallocating memory space as needed 
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Storage Management 

OS provides uniform, logical view of information storage 

o Abstracts physical properties to logical storage unit  - file 

o Each medium is controlled by device (i.e., disk drive, tape drive) 

 Varying properties include access speed, capacity, data-transfer rate, 

access method (sequential or random) 

 File-System management 

o Files usually organized into directories 

o Access control on most systems to determine who can access what 

o OS activities include 

 Creating and deleting files and directories 

 Primitives to manipulate files and dirs 

 Mapping files onto secondary storage 

 Backup files onto stable (non-volatile) storage media 

Mass-Storage Management 

 Usually disks used to store data that does not fit in main memory or data that must be 

kept for a “long” period of time. 

 Proper management is of central importance 

 Entire speed of computer operation hinges on disk subsystem and its algorithms 

 OS activities 

o Free-space management 

o Storage allocation 

o Disk scheduling 

 Some storage need not be fast 

o Tertiary storage includes optical storage, magnetic tape 

o Still must be managed 

o Varies between WORM (write-once, read-many-times) and RW (read-write) 

 

I/O Subsystem 

 One purpose of OS is to hide peculiarities of hardware devices from the user 

 I/O subsystem responsible for 

o Memory management of I/O including buffering (storing data temporarily while 

it is being transferred), caching (storing parts of data in faster storage for 

performance), spooling (the overlapping of output of one job with input of other 

jobs) 

o General device-driver interface 

o Drivers for specific hardware devices 

Protection and Security 

 Protection – any mechanism for controlling access of processes or users to resources 

defined by the OS 

 Security – defense of the system against internal and external attacks 

o Huge range, including denial-of-service, worms, viruses, identity theft, theft of 

service 

 Systems generally first distinguish among users, to determine who can do what 

o User identities (user IDs, security IDs) include name and associated number, one 

per user 
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o User ID then associated with all files, processes of that user to determine access 

control 

o Group identifier (group ID) allows set of users to be defined and controls 

managed, then also associated with each process, file 

o Privilege escalation allows user to change to effective ID with more rights 

 

Computing Environments 

 Traditional computer 

o Blurring over time 

o Office environment 

 PCs connected to a network, terminals attached to mainframe or 

minicomputers providing batch and timesharing 

 Now portals allowing networked and remote systems access to same 

resources 

o Home networks 

 Used to be single system, then modems 

 Now firewalled, networked 

 Client-Server Computing 

o Dumb terminals supplanted by smart PCs 

o Many systems now servers, responding to requests generated by clients 

 Compute-server provides an interface to client to request services (i.e. 

database) 

 File-server provides interface for clients to store and retrieve files 

Peer-to-Peer Computing 

 Another model of distributed system 

 P2P does not distinguish clients and servers 

o Instead all nodes are considered peers 

o May each act as client, server or both 

o Node must join P2P network 

 Registers its service with central lookup service on network, or 

 Broadcast request for service and respond to requests for service via 

discovery protocol 

o Examples include Napster and Gnutella 

Web-Based Computing 

 Web has become ubiquitous 

 PCs most prevalent devices 
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 More devices becoming networked to allow web access 

 New category of devices to manage web traffic among similar servers: load balancers 

 Use of operating systems like Windows 95, client-side, have evolved into Linux and 

Windows XP, which can be clients and servers 

 

 

Operating-System Structures 
 

Operating System Services 

 One set of operating-system services provides functions that are helpful to the user: 

o User interface - Almost all operating systems have a user interface (UI) 

 Varies between Command-Line (CLI), Graphics User Interface (GUI), 

Batch 

o Program execution - The system must be able to load a program into memory 

and to run that program, end execution, either normally or abnormally (indicating 

error) 

o I/O operations -  A running program may require I/O, which may involve a file 

or an I/O device.  

o File-system manipulation -  The file system is of particular interest. Obviously, 

programs need to read and write files and directories, create and delete them, 

search them, list file Information, permission management. 

 One set of operating-system services provides functions that are helpful to the user: 

o Communications – Processes may exchange information, on the same computer 

or between computers over a network 

 Communications may be via shared memory or through message passing 

(packets moved by the OS) 

o Error detection – OS needs to be constantly aware of possible errors 

 May occur in the CPU and memory hardware, in I/O devices, in user 

program 

 For each type of error, OS should take the appropriate action to ensure 

correct and consistent computing 

 Debugging facilities can greatly enhance the user’s and programmer’s 

abilities to efficiently use the system 

 Another set of OS functions exists for ensuring the efficient operation of the system 

itself via resource sharing 

o Resource allocation - When  multiple users or multiple jobs running 

concurrently, resources must be allocated to each of them 

 Many types of resources -  Some (such as CPU cycles,mainmemory, and 

file storage) may have special allocation code, others (such as I/O 

devices) may have general request and release code.  

o Accounting - To keep track of which users use how much and what kinds of 

computer resources 

o Protection and security - The owners of information stored in a multiuser or 

networked computer system may want to control use of that information, 

concurrent processes should not interfere with each other 

 Protection involves ensuring that all access to system resources is 
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controlled 

 Security of the system from outsiders requires user authentication, 

extends to defending external I/O devices from invalid access attempts 

 If a system is to be protected and secure, precautions must be instituted 

throughout it. A chain is only as strong as its weakest link. 

 

User Operating System Interface – CLI 

CLI allows direct command entry 

 Sometimes implemented in kernel, sometimes by systems program 

 Sometimes multiple flavors implemented – shells 

 Primarily fetches a command from user and executes it 

 Sometimes commands built-in, sometimes just names of programs 

o If the latter, adding new features doesn’t require shell 

modification 

 

User Operating System Interface – GUI 

User-friendly desktop metaphor interface 

o Usually mouse, keyboard, and monitor 

o Icons represent files, programs, actions, etc 

o Various mouse buttons over objects in the interface cause various actions 

(provide information, options, execute function, open directory (known as a 

folder) 

o Invented at Xerox PARC 

Many systems now include both CLI and GUI interfaces 

o Microsoft Windows is GUI with CLI “command” shell 

o Apple Mac OS X as “Aqua” GUI interface with UNIX kernel underneath and 

shells available 

o Solaris is CLI with optional GUI interfaces (Java Desktop, KDE) 

System Calls 

 Programming interface to the services provided by the OS 

 Typically written in a high-level language (C or C++) 

 Mostly accessed by programs via a high-level Application Program Interface (API) 

rather than direct system call use 

 Three most common APIs are Win32 API for Windows, POSIX API for POSIX-based 

systems (including virtually all versions of UNIX, Linux, and Mac OS X), and Java API 

for the Java virtual machine (JVM) 

 Why use APIs rather than system calls? 

o (Note that the system-call names used throughout this text are generic) 

 

 

System Call Implementation 

 Typically, a number associated with each system call 

o System-call interface maintains a table indexed according to these numbers 

 The system call interface invokes intended system call in OS kernel and returns status of 

the system call and any return values 

 The caller need know nothing about how the system call is implemented 
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o Just needs to obey API and understand what OS will do as a result call 

o Most details of  OS interface hidden from programmer by API   

 Managed by run-time support library (set of functions built into libraries 

included with compiler) 

 

 

 

Standard C Library Example 

C program invoking printf() library call, which calls write() system call 

 
 

System Call Parameter Passing 

 Often, more information is required than simply identity of desired system call 

o Exact type and amount of information vary according to OS and call 

 Three general methods used to pass parameters to the OS 

o Simplest:  pass the parameters in registers 

  In some cases, may be more parameters than registers 

o Parameters stored in a block, or table, in memory, and address of block passed as 

a parameter in a register  

 This approach taken by Linux and Solaris 

o Parameters placed, or pushed, onto the stack by the program and popped off the 

stack by the operating system 

o Block and stack methods do not limit the number or length of parameters being 

passed 

 

Parameter Passing via Table 



21 
 

 
 

Types of System Calls 

 Process control 

 File management 

 Device management 

 Information maintenance 

 Communications 

 

MS-DOS execution 

 

 
FreeBSD Running Multiple Programs 
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System Programs 

System programs provide a convenient environment for program development and execution.  

The can be divided into: 

o File manipulation  

o Status information 

o File modification 

o Programming language support 

o Program loading and execution 

o Communications 

o Application programs 

Most users’ view of the operation system is defined by system programs, not the actual system 

calls 

 

System Programs 

Provide a convenient environment for program development and execution 

o Some of them are simply user interfaces to system calls; others are considerably 

more complex 

File management - Create, delete, copy, rename, print, dump, list, and generally manipulate 

files and directories 

Status information 

o Some ask the system for info - date, time, amount of available memory, disk 

space, number of users 

o Others provide detailed performance, logging, and debugging information 

o Typically, these programs format and print the output to the terminal or other 

output devices 

o Some systems implement  a registry - used to store and retrieve configuration 

information 

File modification 

o Text editors to create and modify files 

o Special commands to search contents of files or perform transformations of the 
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text 

Programming-language support - Compilers, assemblers, debuggers and interpreters sometimes 

provided 

Program loading and execution- Absolute loaders, reloadable loaders, linkage editors, and 

overlay-loaders, debugging systems for higher-level and machine language 

Communications - Provide the mechanism for creating virtual connections among processes, 

users, and computer systems 

o Allow users to send messages to one another’s screens, browse web pages, send 

electronic-mail messages, log in remotely, transfer files from one machine to 

another 

Operating System Design and Implementation 

 Design and Implementation of OS not “solvable”, but some approaches have proven 

successful 

 Internal structure of different Operating Systems  can vary widely 

 Start by defining goals and specifications  

 Affected by choice of hardware, type of system 

 User goals and System goals 

o User goals – operating system should be convenient to use, easy to learn, 

reliable, safe, and fast 

o System goals – operating system should be easy to design, implement, and 

maintain, as well as flexible, reliable, error-free, and efficient 

 

 Important principle to separate 

o Policy:   What will be done?  

Mechanism:  How to do it? 

 Mechanisms determine how to do something, policies decide what will be done 

o The separation of policy from mechanism is a very important principle, it allows 

maximum flexibility if policy decisions are to be changed later 

 

Simple Structure 

 MS-DOS – written to provide the most functionality in the least space 

o Not divided into modules 

o Although MS-DOS has some structure, its interfaces and levels of functionality 

are not well separated 

MS-DOS Layer Structure 
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Layered Approach 

 The operating system is divided into a number of layers (levels), each built on top of 

lower layers.  The bottom layer (layer 0), is the hardware; the highest (layer N) is the 

user interface. 

 With modularity, layers are selected such that each uses functions (operations) and 

services of only lower-level layers 

 

Layered Operating System 

 

 
 

UNIX 

UNIX – limited by hardware functionality, the original UNIX operating system had limited 

structuring.  The UNIX OS consists of two separable parts 

o Systems programs 

o The kernel 

 Consists of everything below the system-call interface and above the 

physical hardware 

 Provides the file system, CPU scheduling, memory management, and 

other operating-system functions; a large number of functions for one 

level 

UNIX System Structure 
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Microkernel System Structure 

 Moves as much from the kernel into “user” space 

 Communication takes place between user modules using message passing 

 Benefits: 

o Easier to extend a microkernel 

o Easier to port the operating system to new architectures 

o More reliable (less code is running in kernel mode) 

o More secure 

 Detriments: 

o Performance overhead of user space to kernel space communication 

Mac OS X Structure 

 

 
 

Modules 

 Most modern operating systems implement kernel modules 

o Uses object-oriented approach 

o Each core component is separate 

o Each talks to the others over known interfaces 

o Each is loadable as needed within the kernel 

 Overall, similar to layers but with more flexible 

Solaris Modular Approach 
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Virtual Machines 

 A virtual machine takes the layered approach to its logical conclusion.  It treats 

hardware and the operating system kernel as though they were all hardware 

 A virtual machine provides an interface identical to the underlying bare hardware 

 The operating system creates the illusion of multiple processes, each executing on its 

own processor with its own (virtual) memory 

 The resources of the physical computer are shared to create the virtual machines 

o CPU scheduling can create the appearance that users have their own processor 

o Spooling and a file system can provide virtual card readers and virtual line 

printers 

o A normal user time-sharing terminal serves as the virtual machine operator’s 

console 

 
 

 The virtual-machine concept provides complete protection of system resources since 

each virtual machine is isolated from all other virtual machines.  This isolation, 

however, permits no direct sharing of resources. 

 A virtual-machine system is a perfect vehicle for operating-systems research and 

development.  System development is done on the virtual machine, instead of on a 

physical machine and so does not disrupt normal system operation. 

 The virtual machine concept is difficult to implement due to the effort required to 

provide an exact duplicate to the underlying machine 
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VMware Architecture 

 
The Java Virtual Machine 

 

 
 

Operating System Generation 

 Operating systems are designed to run on any of a class of machines; the system must be 

configured for each specific computer site 

 SYSGEN program obtains information concerning the specific configuration of the 

hardware system 

 Booting – starting a computer by loading the kernel 

 Bootstrap program – code stored in ROM that is able to locate the kernel, load it into 

memory, and start its execution 

System Boot 

 Operating system must be made available to hardware so hardware can start it 

o Small piece of code – bootstrap loader, locates the kernel, loads it into memory, 

and starts it 

o Sometimes two-step process where boot block at fixed location loads bootstrap 

loader 

o When power initialized on system, execution starts at a fixed memory location 

 Firmware used to hold initial boot code 

Process State 

 As a process executes, it changes state 
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o new:  The process is being created 

o running:  Instructions are being executed 

o waiting:  The process is waiting for some event to occur 

o ready:  The process is waiting to be assigned to a processor 

o terminated:  The process has finished execution 

 

 

 

CPU Scheduling 
Basic Concepts 

 Maximum CPU utilization obtained with multiprogramming 

 CPU–I/O Burst Cycle – Process execution consists of a cycle of CPU execution and I/O 

wait 

 CPU burst distribution 

 

Alternating Sequence of CPU and I/O Bursts 

 

 
 

Histogram of CPU-burst Times 
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CPU Scheduler 

 Selects from among the processes in memory that are ready to execute, and allocates the 

CPU to one of them 

 CPU scheduling decisions may take place when a process: 

 Switches from running to waiting state 

 Switches from running to ready state 

 Switches from waiting to ready 

 Terminates 

 Scheduling under 1 and 4 is nonpreemptive 

 All other scheduling is preemptive 

 

Dispatcher 

 Dispatcher module gives control of the CPU to the process selected by the short-term 

scheduler; this involves: 

o switching context 

o switching to user mode 

o jumping to the proper location in the user program to restart that program 

 Dispatch latency – time it takes for the dispatcher to stop one process and start another 

running 

 

Scheduling Criteria 

 CPU utilization – keep the CPU as busy as possible 

 Throughput – # of processes that complete their execution per time unit 

 Turnaround time – amount of time to execute a particular process 

 Waiting time – amount of time a process has been waiting in the ready queue 

 Response time – amount of time it takes from when a request was submitted until the 

first response is produced, not output  (for time-sharing environment) 

Optimization Criteria 

 Max CPU utilization 

 Max throughput 

 Min turnaround time  

 Min waiting time  

 Min response time 

First-Come, First-Served (FCFS) Scheduling 
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Shortest-Job-First (SJF) Scheduling 

 Associate with each process the length of its next CPU burst.  Use these lengths to 

schedule the process with the shortest time 

 Two schemes:  

o Non-preemptive – once CPU given to the process it cannot be preempted until 

completes its CPU burst 

o Preemptive – if a new process arrives with CPU burst length less than remaining 

time of current executing process, preempt.  This scheme is known as the  

Shortest-Remaining-Time-First (SRTF) 

 SJF is optimal – gives minimum average waiting time for a given set of processes 

 

Example of Non-Preemptive SJF 
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Example of Preemptive SJF 

 
 

Determining Length of Next CPU Burst 

 Can only estimate the length 

 Can be done by using the length of previous CPU bursts, using exponential averaging 

 



32 
 

 
 

 

Priority Scheduling 

 A priority number (integer) is associated with each process 

 The CPU is allocated to the process with the highest priority (smallest integer  highest 

priority) 

o Preemptive 

o nonpreemptive 

 SJF is a priority scheduling where priority is the predicted next CPU burst time 

 Problem  Starvation – low priority processes may never execute 

 Solution  Aging – as time progresses increase the priority of the process 

 

Round Robin (RR) 

 Each process gets a small unit of CPU time (time quantum), usually 10-100 

milliseconds.  After this time has elapsed, the process is preempted and added to the end 

of the ready queue. 

 If there are n processes in the ready queue and the time quantum is q, then each process 

gets 1/n of the CPU time in chunks of at most q time units at once.  No process waits 

more than (n-1)q time units. 

 Performance 

o q large  FIFO 

o q small  q must be large with respect to context switch, otherwise overhead is 

too high 

Example of RR with Time Quantum = 20 
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Solution 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Example  
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Solution  
 (a) Gantt Charts 

FCFS 

 

SJF 
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Non Pre-emptive priority  

 

RR 

 

 (b) Turnaround Time 

 FCFS SJF PRIORITY RR 

P1 10 19 16 19 

P2 11 1 1 2 

P3 13 4 18 7 

P4 14 2 19 4 

P5 19 9 6 14 

 

(C) Waiting Time = Turnaround Time – Burst Time 

 FCFS SJF PRIORITY RR 

P1 0 9 6 9 

P2 10 0 0 1 

P3 11 2 16 5 

P4 13 1 18 3 

P5 14 4 1 9 
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(D) 

FCFS=   (O+10+11+13+14)/5 = 48/5 = 9.6 

SJF =   (9+0+2+1+4)/5 = 16/5 = 3.2 

PRIORITY =  (6+0+16+18+1)/5 = 41/5 = 8.2 

RR =   (9+1+5+3+9)/5 = 27/5 = 5.4 

Therefore, shortest job first results in minimal average waiting time 

 

Time Quantum and Context Switch Time 

 

 
 

Multilevel Queue 

 Ready queue is partitioned into separate queues: 

foreground (interactive) 

background (batch) 

 Each queue has its own scheduling algorithm 

o foreground – RR 

o background – FCFS 

 Scheduling must be done between the queues 

o Fixed priority scheduling; (i.e., serve all from foreground then from background).  

Possibility of starvation. 

o Time slice – each queue gets a certain amount of CPU time which it can schedule 

amongst its processes; i.e., 80% to foreground in RR 

o 20% to background in FCFS  
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Multilevel Queue Scheduling 

 

 
 

Multilevel Feedback Queue 

 A process can move between the various queues; aging can be implemented this way 

 Multilevel-feedback-queue scheduler defined by the following parameters: 

o number of queues 

o scheduling algorithms for each queue 

o method used to determine when to upgrade a process 

o method used to determine when to demote a process 

o method used to determine which queue a process will enter when that process 

needs service 

 

Example of Multilevel Feedback Queue 

 Three queues:  

o Q0 – RR with time quantum 8 milliseconds 

o Q1 – RR time quantum 16 milliseconds 

o Q2 – FCFS 

 Scheduling 

o A new job enters queue Q0 which is served FCFS. When it gains CPU, job 

receives 8 milliseconds.  If it does not finish in 8 milliseconds, job is moved to 

queue Q1. 

o At Q1 job is again served FCFS and receives 16 additional milliseconds.  If it still 

does not complete, it is preempted and moved to queue Q2. 

Multilevel Feedback Queues 
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Multiple-Processor Scheduling 

 CPU scheduling more complex when multiple CPUs are available 

 Homogeneous processors within a multiprocessor 

 Load sharing  

 Asymmetric multiprocessing – only one processor accesses the system data structures, 

alleviating the need for data sharing 

 

Real-Time Scheduling 

 Hard real-time systems – required to complete a critical task within a guaranteed 

amount of time 

 Soft real-time computing – requires that critical processes receive priority over less 

fortunate ones 

 

Thread Scheduling 

 

 Local Scheduling – How the threads library decides which thread to put onto an 

available LWP 

 Global Scheduling – How the kernel decides which kernel thread to run next 

 

Operating System Examples 

 Solaris scheduling 

 Windows XP scheduling 

 Linux scheduling 

Linux Scheduling 

 Two algorithms: time-sharing and real-time 

 Time-sharing 

o Prioritized credit-based – process with most credits is scheduled next 

o Credit subtracted when timer interrupt occurs 

o When credit = 0, another process chosen 

o When all processes have credit = 0, recrediting occurs 

 Based on factors including priority and history 

 

                                                                                                                    


